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Abstract — The problem of identifying patterns in large 

data sets arises in applications such as the analysis of 

surveillance data as well as for more general situational 

awareness needs. Often input data arrives in bits and 

pieces, in random order from multiple sensors. 

Conjecturing high-level patterns from such data is often 

referred to as information fusion. Blackboard-based 

algorithms have been used to automatically identify 

such patterns. However, when the volume of data is 

large and includes noise, a naive blackboard-based 

algorithm can be inefficient due to the large number of 

combinations of inputs that a knowledge source could 

be applied on. Here we present an approach to improve 

the performance of blackboard-based algorithms under 

the assumption that each knowledge source is ‘locally-

selective’. The number of combinations to explore can 

then be pruned using locality sensitive hashing (LSH) 

We formally define a generic Blackboard architecture 

using Bayesian knowledge sources, with which we 

model three problems including a real-life example of 

monitoring Twitter news feeds. We also present 

experimental results demonstrating the advantage of 

LSH over a naïve blackboard algorithm. 
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1 Data Intensive Information Fusion 

1.1 The Information Fusion Problem 

Information fusion, either human-executed or semi-

automated, is used as a means to achieve higher levels of 

situational awareness, which in turn assists in human 

decision making. The military domain provides the 

classical example of information fusion in action: At the 

lowest level raw data from multiple sensors needs to be 

correlated, and fusion systems employ multi-sensor data-

fusion techniques such as multiple-track-fusion, change-

detection in images, voice analysis, etc. At higher levels, 

more abstract high-level reasoning techniques need to be 

employed; these could include probabilistic reasoning 

using graphical models (such as we employ here), as well 

as other mechanisms such as rules, fuzzy-logic, etc.  

Information fusion problems also arise in other, related 

domains, such as intelligence analysis where it is required 

to regularly monitor large-scale social networks through 

intercepted phone calls, internet chats, emails as well as 

human intelligence. Once again, analysis takes place at 

multiple levels: Data-level analysis reveals speaker-ids, 

keywords, and call-patterns; higher level correlations are 

required to hypothesize possible suspicious behavior. We 

believe that the need for greater situational awareness, and 

consequently for automated information fusion is far more 

widespread than in only the military or intelligence 

domains: For example, large enterprises with global 

supply chains need to be constantly aware of any adverse 

events that may interfere with the expected pace of 

movement of goods, so as to be able to react early and 

avoid possible losses.  

In each of these examples, the fundamental activity 

involved in information fusion, at all levels, is that of 

continuously correlating (or fusing) different pieces of 

information to hypothesize new facts. Blackboard 

architectures, as described next, are ideally suited to 

hierarchical reasoning at multiple levels. 

1.2 Blackboard Architectures for Fusion 

As defined in [6], a blackboard is “a layered memory 

structure in which programs, called knowledge sources 

can read data from and write data into various layers. 

Typically, knowledge source might look for and then read 

some data from one or more layers, do some computations 

using that data, and then write results of those 

computations into one or more layers. A controller 

decides which knowledge source, of those which see data 

upon which they can act, should be active. In some 

applications, several knowledge sources can be active at 

once. The result of all this is a very dynamic process in 

which the data on the blackboard are constantly evolving, 

eventually producing desired information …” 

Information fusion involves continuously correlating (or 

fusing) different pieces of information to hypothesize new 

facts. Thus, the information problem can be modeled as 

one of hierarchical pattern discovery, and blackboard-

based architectures are ideal for hierarchical pattern 

discovery. The information fusion exercise is also usually 

imprecise; for example, predicting the strategy being used 

by an opponent can at best be a probabilistic assessment. 

Thus, it is imperative that any model we choose for the 
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fusion problem incorporate probabilistic reasoning of 

some kind. Therefore, as in [1], we use knowledge sources 

based on Bayesian reasoning in our blackboard 

architecture.  

1.3 Scalability for Data Intensive Domains 

Blackboard architectures have been used to address a 

variety of artificial intelligence tasks, from attempts at 

automating common sense reasoning and learning, to 

image processing and speech recognition [7]. However, in 

almost all these applications the focus of attention has 

been, rightly so, on achieving an ever higher quality of 

pattern recognition. The input data size is usually assumed 

to be small. Thus, it is perfectly reasonable for the 

blackboard system to expect that each knowledge source 

can easily “look for, and read some data from one or more 

layers …”; similarly, it is presumed that a knowledge 

source can easily decide if it is able to “see data upon 

which it can act”. When the volume of data on the 

blackboard is small, it is indeed true that each of these 

tasks is unlikely to be computationally challenging. 

However, what happens when the volume of data is 

very large? For example, intelligence and law-

enforcement organizations regularly need to scan large 

volumes of input, such as phone call records, financial 

transactions, or email. Similarly, due to the accelerated 

pace of modern warfare, increasingly larger sets of enemy 

units need to be engaged simultaneously. Each of the 

above scenarios results in a data-intensive information 

fusion problem: 

The problem with large data arises because, for the 

information fusion problem, at each stage of operation, the 

blackboard knowledge sources need to perform 

correlations that involve many input facts. Simply put, 

suppose there are n facts on the blackboard, and a 

knowledge source needs to operate on two facts, then 

there are O(n
2
) input combinations to choose from. This is 

even worse for more complex correlations involving 

larger numbers of inputs. If n is large, the large number of 

combinations to choose from at each step results in a 

combinatorial explosion leading to computational 

intractability, for all practical purposes.  Practical 

information fusion problems in military as well as 

intelligence domains are characterized by large data sets. 

Blackboard architectures applied to such problems have 

usually focused on small subsets of data; perhaps for this 

reason also, the automation of large-scale information 

fusion in such domains has so far remained a theoretical 

possibility. 

However, a similar problem of the scalability of 

detecting correlations in large data sets arises in a 

fundamental problem of data mining, i.e., that of finding 

nearest-neighbors. A canonical problem is that of finding 

all „similar‟ documents in a very large collection; so large 

that it is infeasible to compare each pair of documents.  In 

general, efficiently finding nearest-neighbors especially in 

high-dimensional spaces, such as documents characterized 

by words, or images by features, is a hard problem. 

It turns out that a general technique for addressing 

similarity search, in a manner that scales to high 

dimensions is that of locality sensitive hashing [5].  

Our main contribution is to show how efficient 

neighbor detection techniques such as locality sensitive 

hashing (LSH) can be formally incorporated into 

blackboard architectures for information fusion, and 

thereby improve performance for large data sets. 

Our work is related to [1, 4] which also use blackboard 

architectures for the information fusion problem. 

Additionally, these also use Bayesian network fragments, 

as we do, which are described in section 3.4. However, 

none of these deal with the issue of scalability. One of the 

model problems we use is similar to the sketch 

recognition problem described in [4]. Our example 

application using Twitter data is similar to [9], which also 

uses LSH to narrow the search space, but does not use the 

blackboard architecture. 

2 Model Problems and Motivation 

2.1 Model Problem: Detecting Stick-Figures 

As a model problem we consider „detecting stick-

figures‟ in two-dimensional sketches, such as the one 

shown in Figure 1. The input is assumed to be a random 

stream of lines and circles, with there being no 

relationship between the order of appearance and relative 

spatial position of any input elements. „Stick-figures‟ such 

as „man‟ and „dog‟ need to be detected automatically from 

such input. Note that detecting such patterns is a higher-

level problem as compared to image processing where 

elementary features such as lines and circles are extracted 

using local pixel-level filters. Further, it also involves 

moderately non-local correlations in that lines can be of 

varying lengths, and higher-level figures such as a „man‟ 

cover a large area spanning an indeterminate number of 

pixels. A similar sketch-detection problem is modeled in 

[4] using Bayesian networks. We use a similar approach 

in our blackboard architecture by employing Bayesian 

knowledge sources, as we shall describe below.

 

Figure 1: Stick-Figures 

Note that (a) the input can be noisy, i.e., many lines and 

circles may not correspond to any higher-level pattern of 

either a „man‟ or a „dog‟. (b) We focus on situations 

where the number of inputs is very large. For example, 

our experimental data sets range from the small ones, with 
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50 inputs, to very large ones with 1600 input elements. 

The stick-figures problem may, at first glance, appear far 

removed from some of the applications we have described 

earlier. However, we believe it abstracts some of the key 

elements of at least some applications, such as detecting 

patterns in enemy troop movements. Moreover, it is easy 

to understand and therefore serves the purpose of 

illustrating our general technique for tackling data 

intensive fusion. Note that this problem does not exhibit a 

high-dimensional feature space; nevertheless it still serves 

to illustrate aspects of our approach and demonstrate its 

benefits. 

2.2 Model Problem: Capture the Flag 

Variants of the popular playground game, “Capture the 

Flag”, have often been used as the basis for simulating 

military operations in a battlefield [1, 8]. The game is 

played between two teams (say „red‟ and „blue‟), each of 

whom „own‟ half of the playing field (or „battlefield‟). In 

addition to movable players, each team also has one or 

more fixed „flags‟ on its side of the field. The goal is to 

capture all of the enemy‟s flags. Play proceeds in turns 

(though there are also variants wherein play is 

simultaneous); in its turn, a team can move all its players, 

each by at most a fixed distance. Players who are in 

enemy territory can be captured; conversely when on their 

own side players are safe and can in turn capture enemies 

venturing into their territory (to capture the flag). Figure 2 

illustrates a game of Capture the Flag in progress in a 

fairly basic simulator that we have written for the 

purposes of our experiments.

 

Figure 2: Capture the Flag game 

The simulator allows for each player to behave as an 

attacker or a defender. Further, each of the strategy 

followed by each side is a combination of one attacking 

and one defending strategy: For example, the „split-attack‟ 

attacking strategy that aims at generating voids in the 

opponent‟s defense. Two groups of attackers attack from 

top and bottom, while another-one comes from behind and 

moves toward the flag from the center.  Defensive 

strategies include „scout flag‟ wherein the defenders patrol 

near the flag and kill any opponent that comes near them. 

Similarly, in „man to man marking‟ each defender 

attaches itself to an (presumed) opposing attacker and 

follows it so as to block its path to the flag and kill it if 

possible. We used a set of three such attacking and 

defending strategies in our simulator. Each simulation run 

is defined by the number of players of each type (attacker 

or defender) on each side, and the particular attacking and 

defending strategy being followed by each side.  

The information fusion problem is then to dynamically 

detect which strategy a particular side happens to be 

playing. Note that this is (at least) a two level problem, 

first to detect which of the opponents are attackers and 

which are defenders, and then to detect which strategy 

they are most likely following. The Capture the Flag 

problem more closely models military scenarios of 

information fusion. In our case it also serves to illustrate 

how our approach can be used to tackle this problem as 

well as the stick-man problem defined earlier, thereby 

demonstrating the generality of our information fusion 

architecture as well as our specific formulation of the 

blackboard algorithm described later in Section 3. 

2.3 Application: New Stories in Twitter 

We now consider a potential real-life application that 

also exhibits higher dimensional features and therefore 

motivates the use of techniques such as LSH: As a result 

of the increasingly popular use of micro-blogging, in 

particular Twitter, breaking news events are often reported 

first in this forum. Further, many such events that are of 

only local interest are never even reported in mainstream 

media. Additionally, social media such as Twitter are also 

used for organizing demonstrations, or even coordinating 

terrorist activities. For all these reasons, detecting new 

events of specific types is of interest, in particular for 

intelligence and law-enforcement agencies but also for 

large enterprises seeking to assess the impact of local 

events in possibly remote locations that may nevertheless 

pose significant risk; for example, a major supplier facing 

industrial unrest – detecting such an event early can allow 

more time to plan for alternative supply, etc. We model 

the new-story detection problem as follows: 

Twitter messages, or „tweets‟ arrive rapidly; hundreds 

each second adding up to over 100 million a day. Each 

tweet needs to be analyzed and a decision taken as to 

whether it represents a new event or one that has already 

been reported . Each tweet can be viewed as a vector t in a 

high-dimensional space, i.e. that of words, with ti being 

one if the i
th

 word is present in that tweet. A pair of tweets 

can be compared using set similarly (Jaccard distance [5]) 

or cosine similarity, i.e. (1-r
T
t/|r||t|). If a new tweet is 

sufficiently close to an existing one, it can be considered 

as describing the same story; otherwise we create a 

„building story‟ defined by it alone. Once a building-story 

acquires sufficient strength, and with sufficient speed, we 

need to analyze it to determine if it is indeed a „story-of-

interest‟, based on the actual words contained in its 

constituent set of tweets. Further nuances include 

detecting when a new tweet adds sufficient additional 

insight to a breaking story to warrant it being tagged as a 

„new branch‟ discussing a novel aspect of that story, and 

so on. Thus, breaking-story, story-of-interest, new-branch, 

etc. are higher-level concepts than need to be detected in 

real-time from a large and rapidly arriving stream of data. 

271



Further, the data lies in a very high-dimensional space, so 

determining the set of nearest-neighbors for a tweet needs 

to be computed efficiently. 

3 Locally-Selective Blackboard 

3.1 Information Fusion Blackboard 

We now formally describe a prototypical blackboard 

architecture as follows: The architecture comprises of a 

layered data-structure, i.e., the blackboard B itself, a set of 

knowledge sources S={si} and a controller C. At any point 

of time t the blackboard consists of a set of facts F={fi}. 

There are different types of facts on the blackboard. As an 

example, for the stick-man problem described earlier, 

„line‟, „circle‟, „dog‟ and „man‟ are different types of 

facts. A knowledge source s  is a function that takes a set 

of facts on the blackboard as input, and produces a new 

fact along with a confidence factor, reflecting the 

probability with which the knowledge source is able to 

state this fact.  The controller invokes different knowledge 

sources, following some control strategy. The controller 

sometimes posts new facts to the blackboard if they have 

been asserted (by the knowledge source that produced 

them) with a confidence level beyond a prescribed 

threshold. (In general, a controller may also choose to 

remove existing facts from the blackboard.) Once a new 

fact has been posted on the blackboard using a source s, 

the set of input facts used by s are declared to be 

consumed; remaining facts on the blackboard remain 

available. Finally, facts posted on the layered blackboard 

data structure are at different levels, where facts at a 

higher level are produced by consuming facts at a lower 

level.  For example, „legs‟ are higher level facts as 

compared to „lines‟ since a leg comprises of two lines, 

which are presumably used (i.e., consumed) by some 

knowledge source that produces a new „leg‟ fact. Figure 3 

illustrates the blackboard data structure: Fact a has been 

produced by consuming facts b and c, and a is therefore at 

a higher level than b and c. 

Thus, we see that the blackboard architecture supports 

hierarchical pattern detection, wherein different 

knowledge sources are invoked to produce higher-level 

facts from lower-level ones, starting with input data that is 

initially posted at the lowest level (zero) of the 

blackboard. Occasionally, knowledge sources may also 

remove existing facts from the blackboard, thereby 

supporting top-down as well as bottom-up reasoning. The 

exact mechanism in which this takes place is determined 

by the particular control strategy being used, which we 

shall describe in more detail below.  Nevertheless, the 

goal of every control strategy is to discover as many 

higher-level facts as possible in the shortest possible time. 

We therefore also define the blackboard value at time t, as 

a function v(B,t) that measures the volume and level of 

patterns discovered at time t. For example, a possible 

measure of blackboard value could be sum of number of 

facts discovered, weighted by their level. (Note that input 

facts, which are at level zero, are automatically 

discounted.) 

 
Figure 3: Layered Blackboard structure 

3.2 Blackboard Control Strategies 

Knowledge sources are chosen to be applied to facts on 

the blackboard according to a control strategy. For 

example, a random control strategy could choose both the 

knowledge source (i.e., function s) as well as the specific 

subset of available facts f at random. Another control 

strategy could be an exhaustive search, wherein one 

begins by considering each knowledge source in turn, at a 

particular level, beginning with the lowest level; for each 

chosen knowledge source one iterates through all possible 

combinations of available facts (out of those applicable to 

that knowledge source). The process is repeated for each 

succeeding level until all possible facts are discovered.  

In situations where data is both noisy and voluminous, 

and higher-level patterns are rare, both the random and 

exhaustive control strategies have their disadvantages: 

With a random strategy, most of the combinations of 

knowledge sources and input facts are unlikely to result in 

a new fact being asserted, thereby resulting in wasted 

computations. Further, as we shall also see in our 

experiments, the exhaustive approach has another 

disadvantage in that one needs to wait for all lower-level 

patterns to be discovered before higher-level patterns are 

even considered; in the case of continuously arriving 

inputs, this can conceivably lead to a situation where no 

higher-level patterns are ever discovered! Further, control 

strategies need to address the problem of selecting 

appropriate input combinations for a particular knowledge 

source so as to improve the chances that a new fact is 

asserted. It is this problem that we address now, using the 

concept of locally-selective knowledge sources. 

3.3 Locally-Selective Knowledge Sources 

We have already seen that facts placed on the 

blackboard can be of different types and levels. Further, 

facts can be „available‟ or „consumed‟, and have 

confidence probabilities associated with them. Now, in 

addition, we also allow facts to have any number of 

properties, each of which can be of any basic type (e.g., 

numbers, strings, etc.); more generally, properties can be 

from any space on which a distance measure exists.  Thus, 

we can view each fact fx as being associated with a set of 

a

b c

d

e

Blackboard  B

available facts

consumed facts

level n+1

level n
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properties {pxj}. Further, for each j, there is a distance 

measure, so that the distance dj(pxj, pyj) between pxj and pyj, 

corresponding to facts fx and fy, can be computed. Recall 

that each knowledge source s is a function that takes a set 

of facts, say Fs = {f1…fk} on the blackboard as input, in 

order to produce a new fact. We shall define a special 

class of knowledge sources as follows: A locally-selective 

knowledge source s produces an output fact if and only if 

for any two facts fx and fy in Fs,  dj(pxj,pyj) < δ  for some j, 

with δ being a fixed threshold. In other words, locally-

selective knowledge sources only need to consider those 

subsets of facts on the blackboard that are pair-wise close 

to each other with respect to at least one of their 

properties. We shall give examples of locally-selective 

knowledge sources, as well as those that are not locally-

selective, in the next Section. As we shall see later, using 

locally-selective knowledge sources is one of the keys to 

our approach to improving the performance of blackboard 

architectures for information fusion. 

In our experiments we have used a particular kind of 

knowledge source, based on Bayesian network fragments 

(similar to those used in [1,2]), which we call Bayesian 

knowledge sources. It is important to note that locally-

selective knowledge sources need not be Bayesian, and 

vice-versa.  Further, the use of Bayesian knowledge 

sources is not essential for improving performance of the 

architecture for data-intensive problems. Nevertheless, we 

describe our Bayesian knowledge sources for 

completeness: A  Bayesian knowledge source is defined 

by a Bayesian network fragment [1,2], comprising of a set 

of [typed] nodes, and directed edges with attached 

conditional probability tables, forming a connected 

Bayesian network, with one root node. The root node 

corresponds to the type of fact that can be produced by the 

knowledge source for placement on the blackboard. Next, 

certain nodes are designated as inputs that need to be 

„matched‟ with facts of the same type existing on the 

blackboard. Further, certain nodes are designated as 

evidence nodes whose values are „observed‟ during the 

process of evaluating the knowledge source. These 

„observations‟ are modeled as „noisy sensors‟ or „soft 

evidence‟ in the language of Bayesian networks (see [3]). 

The conditional probabilities of this soft evidence are 

computed from the properties of the matched input facts 

during the matching process using a set of computation 

functions specific to the knowledge source. Similarly, 

computation functions are also defined to compute the 

properties of the output fact (i.e., corresponding to the root 

node). A Bayesian knowledge source places its output fact 

on the blackboard, i.e., the fact corresponding to its root 

node, if and only if the a-posteriori probability φ (see [3]) 

of the root node crosses a threshold τ as a result of the 

matching process described above. Lastly, the confidence 

with which this fact is asserted can either be φ, or more 

generally some „S‟-shaped function that amplifies 

threshold deviations. 

3.4 Bayesian Fragment Models 

Consider the stick-man problem defined in Section 2.1. 

The task is to detect higher-level facts, such as „man‟. A 

„man‟ is comprised of a head, legs and a torso. The 

Bayesian knowledge source shown in Figure 4 is used to 

detect a pair of „legs‟, comprising of two „lines‟ (input 

facts, shown shaded) that intersect at one end-point form a 

right-angle. Conditional probabilities for the network are 

defined in a natural fashion, such as: p(linei|legs) ≈1 and 

p(linei|~legs) ≈ .5; similarly, p(right-angle|line1,line2) is 

close to 1, and is close to .5 for other combinations such 

as p(~line1,line2) etc. Note also that the „end-point-

intersection‟ and „right-angle‟ nodes are evidence nodes 

that are „observed‟ during the matching process: The 

angle between the two lines is computed (using properties 

of the input facts, which in this case are merely the 

coordinates of the end-points of each line); and soft 

evidence is introduced in the form of a noisy sensor as 

shown in Figure 5, with conditional probabilities defined 

by how close the measured angle is to a right-angle. A 

similar mechanism is employed for „end-point-

intersection‟. Finally, the Bayesian network is evaluated, 

after setting the value of both sensors to Y, to compute the 

a-posteriori probability p(legs|evidence), based on which a 

„legs‟ fact may be posted on the board. 

 

Figure 4: Bayesian fragment for ‘Legs’ 

Similar Bayesian knowledge sources are defined for 

„torso‟ and other facts. Note that the output facts also need 

to be assigned properties, so that it can be consumed by 

other knowledge sources to generate higher-level facts. 

For „legs‟, intersection point of the two lines is the only 

property; similarly, the center of a „head‟s circle is its 

property. For „torso‟, on the other hand, all four end-

points of its constituent lines propagate to become 

properties of the „torso‟. 

Now consider the Bayesian network for „man‟ as shown 

in Figure 6. On the one hand this is a valid network and 

will correctly detect a „man‟ (provided the computation 

functions correctly evaluate the complex function „head-

torso-leg intersection and orientation‟). However, notice 

that a knowledge source using such a network will not be 

locally-selective, while some pairs of input facts, such as 

(„head‟, „torso‟) and („torso‟, „legs‟) will be close to each 

other as defined earlier by section 3.3; however, („head‟, 

„legs‟) need not be close at all! Thus, the knowledge 

source defined by the fragment of Figure 6 is not locally-

selective. 

Legs

Line 1 Line 2

End-point 
intersection

Right-angle
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Figure 5: Soft evidence using a noisy-sensor 

Now consider the fragment in Figure 7, which also 

detects a „man‟. However, this fragment uses an additional 

intermediate fact „head-torso‟ (for which there needs to be 

another knowledge source). Since the „head-torso‟ 

combination is close to the „legs‟ within a „man‟, the 

knowledge source using this network fragment is locally-

selective; this fact will be exploited later in Section 4. 

 

Figure 6: Non-local ‘Man’ fragment 

 

Figure 7: Locally-selective ‘Man’ fragment 

In a similar vein, let us now consider the other model 

problems. In the „Capture the Flag‟ problem as described 

in Section 2.2. At the first level knowledge sources 

operate on a single „player‟, to classify units as attackers, 

defenders, etc.; an example of the „Attacker‟ network 

fragment is shown in Figure 8. 

 

Figure 8: ‘Attacker’ fragment 

At higher levels, units are grouped based on locality. 

Even higher-level patterns describe specific strategies, 

such as that illustrated in Figure 9: A „split-attack‟ pattern 

involves two groups of attackers moving towards the flag 

from opposite sides of the playing arena. 

 

Figure 9: ‘Split-attack’ strategy fragment 

 

 

Figure 10: ‘Building-story’ fragment 

Now consider the potentially useful application of new 

story detection from Twitter data described in 2.3. 

Arriving tweets that are not close to any tweet already 

present on the blackboard are consumed (by an 

appropriate knowledge source) that posts new story facts 

on the board. Subsequent tweets are matched with new 

story facts using the network shown in Figure 10: Only 

tweets that are „close‟ together (using, say cosine 

similarity) need to be compared; thus this is also a locally 

selective knowledge source. The computation function 

associated with the matching node verifies that the 

selected pair is actually comparable (e.g. their meanings 

are not in fact different due to, say, radically differing 

word order). Note that the same knowledge source is also 

used to add tweets to existing stories, by replacing 

building story nodes that may already be on the board, 

while incrementing their „strength‟. 

 

Figure 11: ‘New-branch’ fragment 

Similarly, the network shown in Figure 11 detects a new 

tweet that is similar to those of an existing story but not 

close enough on more careful inspection, and so may 

represent a „new angle‟ to the story. Such situations are 

detected by the computation function associated with the 

new features node, which checks the saliency of the new 

words contained in the tweet as to whether they are likely 

to constitute a new branch while remaining linked to the 

same story. 
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4 Blackboard Execution Using LSH 

4.1 Overview of Locality Sensitive Hashing 

For applying a locally selective knowledge source to 

facts on the blackboard we need to know which sets of 

facts are „close‟ to each other, and do this without 

comparing each pair. Clearly, in our stick-man problem, 

properties of facts are merely coordinates in two 

dimensional space, so it is possible to efficiently compute 

which properties are close to each other: For example, 

each point can be hashed onto a one or more cells in two 

dimensional space, as in a spatial index; points lying in 

the same cell are automatically known to be close to each 

other. However, the problem becomes increasingly 

difficult when properties lie in high dimensional spaces, 

such as tweets, where the dimension is m, the total 

number of distinct words present in the set of tweets. 

Locality-sensitive hashing [5] is a probabilistic technique 

to solve the nearest-neighbor problem in linear, i.e. O(n) 

time. For our experiments with Twitter feeds we have 

used the more general probabilistic LSH as described in 

[5], which we summarize below: 

Each tweet is treated as a bag of words: Say there are m 

distinct words in a set of n tweets. Consider a random 

numbering of words, f, that maps each word to an integer 

between 0 and m-1. The minhash of a tweet t under f is the 

lowest value of f(wi) among all words wi contained in t. It 

turns out that the probability of two tweets (treated as sets 

of words) sharing the same minhash value is exactly the 

set (Jaccard) distance between them, i.e., the size of their 

intersection divided by the size of their union [5]; let us 

call this distance d. Now consider r similar random 

numberings of the m words, f1 … fr: The probability that 

two tweets share the same minhash under all r functions is 

clearly d
r
. Now we take b such buckets of r hash 

functions, i.e., a total of br functions. The probability that 

the minhash of two tweets will match in at least one 

bucket of r functions out of the b computed is 1-(1-d
r
)

b
. 

The shape of this function, which is almost a „step‟ or 

sigmod function, is the key to LSH, i.e., by choosing r and 

b appropriately we can ensure that any tweets within any 

fixed distance d are „mapped to the same LSH bucket‟ 

(actually to b buckets) with arbitrarily high probability, 

and tweets farther than d will not map to the same bucket 

with an equally high probability. Further, and most 

importantly, computing br minhashes for each tweet is 

independent of the total number of tweets n, thereby 

enabling the nearest-neighbor problem to be solved in 

linear rather than quadratic time (i.e., one computes each 

tweet‟s LSH independently, in constant time, and 

magically tweets that are close together are mapped to the 

same „bucket set‟!).  

4.2 Blackboard Control using LSH 

A locally-selective knowledge source requires that all 

its input facts be close to each other in some metric space. 

We assume that each fact posted on the blackboard, 

including input data, is indexed using LSH. Therefore, 

having chosen one of the input facts either at random or 

via some deterministic strategy, remaining facts are 

chosen from same LSH bucket. As a result, the chances of 

a successful combination are increased.  

Even using LSH, different control strategies can be 

followed: For example, a deterministic strategy could aim 

to exhaust lower level knowledge sources first and then 

consider the higher level knowledge sources. A random 

strategy, on the other hand, chooses the knowledge source 

itself at random.  

5 Experimental Results and Analysis 

 

 

Figure 12: New Topic Detection in Twitter using LSH 

We have implemented the blackboard architecture using 

locality-sensitive hashing (LSH) and Bayesian knowledge 

sources as described in the above Sections. Figure 12 

depicts the performance of the blackboard with and 

without using LSH, for the problem of new topic detection 

from Twitter feeds. The vertical axis denotes the 

blackboard value, i.e., a measure of the number of higher-

level facts, such as „new story‟, „new branch‟, etc. that are 

posted on the blackboard over time (denoted on the 

horizontal axis). As is evident from the Figure 12, in the 

absence of LSH, as time progresses and the number of 

tweets received increases, the discovery of new facts 

slows down. This is as we had suspected, and which has 

been the motivation for this paper: Using any normal 

blackboard algorithm, as the volume of data grows, 

increasing amounts of time are spent evaluating input 

combinations that do not result in new facts being posted. 

On the other hand, we note that our LSH-based method is 

able to scale consistently and continue to discover new 

higher level facts, resulting in a linear increase in the 

blackboard value. In other words, using LSH makes for a 

scalable blackboard architecture, which is the main claim 

of this paper. Similar behavior is observed for the other 

model problems; we have shown the Twitter results since 

they represent a practical application. 

Finally, we illustrate the effect of different control 

strategies on the performance of the blackboard. Figure 13 

depicts the performance of the blackboard architecture on 

the first model problem, i.e. stick-figure detection, using a 

deterministic control strategy. Each bar in the Figure 

shows the number of fragments at different levels 

discovered at a point in time. The deterministic controller 

attempts to discover all possible facts at each level before 

proceeding to the next level. Thus all „legs‟ and „torsos‟ 
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are discovered first, and only then are the knowledge 

sources for „torso-leg‟ sought. Note: LSH is also used so 

that only promising combinations are still chosen. 

 

 Figure 13: Deterministic Controller   

 

Figure 14: Random Controller 

Figure 14, on the other hand, depicts the blackboard 

performance for the same problem using a random control 

strategy. Comparing Figures 13 and 14, 

 we note that whereas the deterministic strategy results 

in all higher-level fragments being discovered only 

towards the end, with the random strategy higher-level 

fragments are discovered continuously right from the 

early iterations onwards. Therefore, as argued earlier, the 

random control strategy is clearly to be preferred 

especially in the case of continuous streams of input, such 

as the Twitter feeds analysis example. 

6 Conclusion 

Traditional blackboard architectures were developed in 

order to exploit hierarchical reasoning using multiple 

knowledge sources to discover high-level patterns. We 

have argued and demonstrated that the blackboard 

architecture in its original form does not scale well for 

data-intensive problems.  

In this paper we have formally described a blackboard-

based architecture motivated by a number of practical 

data-intensive information fusion applications. We have 

used locality-sensitive hashing (LSH) to enable our 

blackboard architecture to scale for data intensive 

problems. We have introduced the concept of „locally-

selective‟ knowledge sources that are amenable to LSH-

based control strategies resulting in better performance.  

We have illustrated our proposed blackboard 

architecture with three example problems, including one 

real-life practical application, i.e., detecting new topics in 

Twitter feeds. Knowledge sources using Bayesian 

network fragments have been described for each problem 

domain. Finally we have demonstrated the superiority of 

the LSH-based blackboard over conventional strategies, 

both from the perspective of execution time as well as 

qualitative behavior as measured by the rate at which new 

higher-level facts are discovered. 

We have illustrated the use of LSH in our particular 

formulation of a blackboard-based architecture. However, 

we would like to submit that our novel use of locality-

sensitive hashing techniques to scale blackboard reasoning 

may result in wider applicability of blackboard-based 

architectures in practical information fusion applications, 

most of which are characterized by large volumes of 

streaming data. 
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