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Abstract—
Probabilistic modeling has been a dominant approach
in Machine Learning research. As the field evolves, the
problems of interest become increasingly challenging
and complex. Making complex decisions in real world
problems often involves assigning values to sets of inter-
dependent variables where the expressive dependency
structure can influence, or even dictate, what assign-
ments are possible. This paper surveys Constrained
Conditional Models (CCMs), a framework that aug-
ments probabilistic models with declarative constraints
as a way to support decisions in an expressive output
space while maintaining modularity and tractability of
training. We show how CCMs are a very natural choice
for modeling an information fusion system which aims
to coherently predict multiple output variables with
very little information. We also present and discuss an
information fusion scenario in detail and show how
CCMs can be applied to this scenario. We also delin-
eate several interesting connections which information
fusion establishes between machine learning, sensor
networks, and sampling theory.

Keywords: Classification, Probabilistic Inference, Machine
Learning, Structured Output Prediction.

I. INTRODUCTION

Decision making in several domains is characterized by
ambiguous, heterogeneous and imperfect information sources.
Most significantly, complex decisions often involve assigning
values to sets of interdependent variables where the expressive
dependency structure can influence, or even dictate, what
assignments are possible. To cope with these difficulties, one
models the problem as a stochastic process involving both
output variables (those whose values are sought) and the
information sources, often referred to as input or observed
variables.

There exist several fundamentally different solutions to
learning models that can assign values simultaneously to
interdependent variables, ranging from completely ignoring
the output structure and learning local models, to decou-
pling the model learning stage from the task of respecting
interdependencies among the output variables (sometimes, a
necessity, if not all the components of a global decision can
be trained together) to incorporating dependencies among the
output variables into the learning process to directly induce
models that optimize a global performance measure. There
exist several models, e.g. Markov Random Fields (MRFs),

∗The author names are listed in alphabetical order

Conditional Random Fields (CRFs) [8] and Hidden Markov
Models (HMMs), which can efficiently encode simple de-
pendencies between multiple output variables. However, often
adding certain declarative knowledge in the form of long
range (although still simple) dependencies can easily render
most such models crippled in terms of inference and train-
ing complexity. This paper surveys Constrained Conditional
Models (CCM) which addresses the aforementioned problems
by separating the probabilistic and the declarative aspects of
the model. CCMs support making decisions in an expressive
output spaces while maintaining the computational benefits of
training simple models and keeping the models’ representation
easy to understand. Factoring the models by separating declar-
ative constraints naturally brings up interesting questions and
calls for novel training and inference algorithms, as we discuss
later in this paper.

This paper is based on a body of work on CCMs [3],
[12], [17]–[19]. CCM has been shown to be successful for
a variety of important Natural Language Processing problems
such as Semantic Role Labeling [7], [12], [18] and Informa-
tion Extraction [3], [17]. Punyakanok et al. [14] investigated
tradeoffs between training paradigms for CCM; Rizzolo et al.
[15] proposed a modeling language that facilitates program-
ming systems that use conditional models with declarative
constraints.

In the subsequent sections, we briefly introduce the model,
summarize the training and inference method, provide applica-
tions to semi-supervised models and show one application in
the natural language task of semantic role labeling. We also
present and discuss an information fusion problem in detail
and show how CCMs can be applied to this problem. We
also delineate several novel and interesting connections which
information fusion establishes between machine learning and
sensor networks.

II. TRAINING AND INFERENCE WITH CONSTRAINTS

The dominant family of models used in machine learning
are linear models, which can be presented as a weight vector
w, corresponding to a set of feature functions {φ}. For an
input instance x and an output assignment y, the “score” of
the instance can be expressed as a weighted sum of feature
functions: f(x, y) =

∑
wiφi(x, y). During testing, given an

unlabeled instance x, the aim is to infer the best assignment
to the output variables, y∗ = argmaxy

∑
wiφi(x, y). Many

different discriminative and generative learning algorithms
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learn linear models. For example, models trained by Percep-
tron [10], naı̈ve Bayes [10], and Support Vector Machine [2]
are linear models [16]. In structured prediction problems, there
are multiple correlated output variables and thus y has a
“structure”. These structured variables are predicted together
to leverage this correlation. With y defined over structured
labels, linear models can be used for structured prediction
problems by means of defined features φ(x, y). Therefore,
models produced by CRFs and HMMs also belong to linear
models under the extended definition [4], [16].

Although the linear models are popular, several restrictions
exists. First, since the problem of finding the best assignment is
not trivial, typically, the feature functions φi(x, y) are “local”
and restricted to allow inference tractability [4]. However, such
restriction usually renders the feature functions not expressive
enough to capture the non-local dependencies present in the
problem. While it is often possible to increase the expressiv-
ity of input-only features, including expressive dependencies
among output values renders the model intractable. For in-
stance, a second-order CRF will include many more features
than a chain-style CRF, and is difficult to work with in realistic
size domain, despite the fact that only a few of the new features
are relevant.

The second shortcoming of linear models is that they lack
a way to inject prior knowledge directly. The only way to
inject prior knowledge is indirectly; by adding more features
[18]. However, often a more direct infusion is preferable. For
example, if we know of certain restrictions on the output space
of y, it is better to implement those restrictions directly instead
of hoping they will emerge through the learning of a model
with extended features. This is especially important when there
are not enough labeled examples for the models to learn the
restriction properly.

We are not the first to address these issues. For example,
Dechter et al. [5] propose a combination of the Bayesian
network model with a collection of deterministic constraints
and call the resulting model a mixed network. They conclude
that the deterministic constraints of a mixed network are
handled more efficiently when maintained separately from the
Bayes network and processed with special purpose algorithms.
In addition, they find that the semantics of a mixed network
are easier to work with and understand than an equivalent,
“pure” Bayes network with deterministic constraints modeled
probabilistically.

To address these issues, we propose a superset of the linear
model which we call the Constrained Conditional Model
(CCM). Similar to linear models, specialized algorithms may
need to be developed to train CCMs. Unlike learning linear
models, we assume that some prior knowledge exists in the
form of constraints when learning a CCM. When there is no
prior knowledge, there is no difference between CCMs and
linear models.

Definition (CCM) A CCM can be represented by two weight
vectors, w and ρ, given a set of feature functions {φi(·)} and
a small set of constraints {Ci(·)}. The score for an assignment

y ∈ Y on an instance x ∈ X can then be obtained by

fC(x, y) =
∑

wiφi(x, y)−
∑

ρiCi(x, y), (1)

where each Ci : X × Y → {0, 1} is a Boolean function
indicating whether the joint assignment (x, y) violates i-th
constraint. A CCM then selects y∗ = argmaxy fC(x, y) as its
prediction.

CCM differentiates itself from the mixed network by using
the probabilistic portion of the model to represent an arbitrary
conditional distribution, instead of a joint distribution in the
form of a Bayes network. That is CCM focuses on modeling
the conditional probability of y given x instead of joint
probability of x and y. We consider this as an advantage,
since CCM does not waste its power to model the probability
of input variables x.

Note that a CCM is not restricted to any particular learn-
ing algorithm. In previous work [15], we have developed a
modeling language for models of this type, providing flexible
access to a wide variety of learning algorithms as well as
the convenience of a first-order-logic-like syntax for declara-
tively expressing constraints. The constraints are automatically
translated to linear inequalities for integer linear programming
inference; see [15] for details.

Although the form of (1) is similar to linear models, the
essence of our approach is very different. Specifically, rather
than learning the {ρi}, we use external knowledge to set
them1. Usually ρ is set to∞, since we are confident about the
knowledge. We can also set ρ to some positive value when the
knowledge is not perfect. It is important to note that although
ρi is fixed, it may still impact the learning of the weights wi,
since the assignment y selected by a CCM is that which scores
highest according to (1) 2.

There are several advantages of using CCM instead of linear
models. First of all, CCM provides a platform for encoding
prior knowledge. As we will show later, this is especially
important when there are not many labeled instances. Second,
constraints can be much more expressive than the features
used by linear models. Third, CCM can simplify the modeling
of a complex structured output problem. Instead of building
a model from complex features, CCM provides a way to
combine “simple” learned models with a small set of “expres-
sive” constraints. Importantly, combining simple models with
constraints often results in better performance. For example,
our top-ranking system in the CoNLL 2005 shared task uses
a CCM approach and outperforms many systems built from
complex features [12].

1) Testing with CCM: In general, the best assignment of (1)
can be found via Integer Linear Programming (ILP). Although
ILP is intractable in the limit, it can be quite successful in
practice when applied to structured prediction problems, which
are often sparse [19]. In fact, our ILP-based Semantic Role

1Previous works have shown that in many cases such external knowledge
is available [1], [3], [18].

2This point will be explained in details when we discuss Training with
CCM.
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Labeler discussed later in the paper is able to process several
sentences per second with our unoptimized code. Beam search
can be also used to find approximated solutions.

Other successful applications of our framework, with ILP
as an inference algorithm, can be found in the literature
as well. For example, [1] describes an automatic semantic
aggregator that uses constraints to control the number of
aggregated sentences and their lengths. [9] describes a
general ILP framework for solving multiple NLP problems
simultaneously.

2) Training with CCM: In this paper, we summarize two
simple approaches to train a CCM.

The first approach is to simply use standard, linear model
training algorithms. That is, we discard the constraints at
training time but enforce them at testing time. For instance,
in our case study [18], we show that training with CRF and
then applying constraints at testing time is better than training
and testing with a pure CRF model. This approach is referred
to Learning Plus Inference (L+I) [14]. It is important to note
that the left component of Eq. 1 need not be trained as a
single linear model. It can be further decomposed to smaller
models that are trained separately and put together with the
constraints to form the objective function of Eq. 1 only at test
time. This approach was used, for example in [12], where
each local model was a Perceptron. The question of how
to decompose the objective function to simpler models and
achieve both training efficiency and accurate test time decision
is an important future question.

Alternatively, we can enforce constraints during training
as well as testing, in an approach we call Inference Based
Training (IBT). Our IBT training algorithms are based on the
Perceptron linear model. When training with constraints, the
weights wi are updated only if argmaxy fC(x, y) is incorrect.
If the Perceptron model makes a mistake but the constraints
term in (1) “corrects” the output, the training algorithm will
not update wi.

In principle, it may seem that IBT is preferable, since it
takes into account constraints at training time and thus learn to
optimize the desired objective function. However, [14] shows
that the IBT approach usually requires more labeled examples
to outperform L+I, since the models are more complex.
Therefore, when the local components of the left side of
Eq. 1 are easy to learn as stand along models, L+I often
performs better than IBT. Additionally, this happens also in
the presence of limited supervision, which is often the case in
natural language processing tasks.

III. SEMI-SUPERVISED TRAINING WITH CCM

In this section, we present an algorithm which combines
prior knowledge and a semi-supervised learning algorithm [3].
We show that prior knowledge plays a crucial role when the
amount of labeled data is limited. The algorithm is based
on CCM, since it provides a good platform to combine the
learned models and prior knowledge. The algorithm is called

the constraint-driven learning algorithm (CODL), which uses
constraints to guide semi-supervised learning.

As is often the case in semi-supervised learning, the algo-
rithm can be viewed as a process that improves the model
by generating feedback through labeling unlabeled examples.
CODL pushes this intuition further, in that the use of con-
straints allows us to better exploit domain information as a way
to label unlabeled examples, along with the current learned
model. Given a small amount of labeled data and a large
unlabeled pool, CODL initializes the model with the labeled
data and then repeatedly: (1) uses constraints and the learned
model to label the instances in the pool, and (2) updates the
model via the newly labeled data.
CODL is summarized in Algorithm 1. CODL uses a pro-

cedure similar to the Expectation Maximization algorithm [6].
The model is initialized with traditional supervised learning
(ignoring the constraints) on a small labeled set (line 2.)
Given an unlabeled set U , we find the most likely assignment
by finding the maximum value of the “scoring” function for
CCM, equation (1), which uses both the learned model and the
constraints. In line 9, the model parameters are updated based
on the results in line 7. Line 7 is analogous to E-step and
line 8 is analogous to M-step of the traditional Expectation-
Maximization (EM) algorithm.

It is known that traditional semi-supervised training can
degrade the learned model’s performance as often, when
iteratively estimating the parameters with EM, the parameters
may drift too far from the supervised model. However, by
means of constraints, CODL restricts the unsupervised data to
only coherent outputs thus alleviating this problem partially.
CODL can be thought of as compensating for the lack of
enough supervised data. Indeed application of this algorithm
to two information extraction tasks shows substantial gains
over simple supervised learning and semi supervised learning
using EM without constraints [3].

Algorithm 1 COnstraint Driven Learning (CODL).
1: Input: N : learning cycles; U : unlabeled dataset; Tr =
{x, y}: labeled training set; {ρi}: set of penalties; {Ci}:
set of constraints; γ: balancing parameter with the super-
vised model; learn(Tr): supervised learning algorithm;

2: Initialize w = w0 = learn(Tr).
3: w = w0.
4: for N iterations do
5: T = φ
6: for each x ∈ U do
7: (x, ŷ) = InferenceWithConstraints(x,w, {Ci}, {ρi})
8: T = T ∪ {(x, ŷ)}
9: w = γw0 + (1− γ)learn(T )

10: end for
11: end for

IV. CASE STUDY: SEMANTIC ROLE LABELING

In this section, as a case study, we discuss application of
CCM to a natural language processing task. Semantic Role
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Labeling (SRL) is the task of discovering the verb-argument
structure for a given input sentence. The PropBank dataset
[11] provides labeled data with six main roles labeled as A0-
A5 and AA, which have different semantics for each verb (as
specified in the PropBank Frame files) and a number of other
roles such as modifiers and adjuncts. An example of an SRL-
labeled sentence is:
[A0 I] [Verb left] [A1 my pearls] [A2 to
my daughter-in-law].

Here A0 represents the leaver, A1 represents the thing left
and A2 is the benefactor.

Our SRL system was the top-ranking system in the CoNLL
2005 shared task described in details in [13]. After detecting
which parts of the sentence are arguments, we label the
arguments with semantic roles using a multi class classifier
called argument classifier subject to some constraints. This
procedure can be formalized as a constrained optimization
problem (Equation 2). It has two components. One is the set
of structural and linguistic constraints. The other is a scoring
function. The scoring function takes as input a sequence
of arguments and a sequence of labels and outputs a value
measuing the likelihood of that sequence of labels to be
assigned to that sequence of arguments (The label in position
i of the sequence will be assigned to the argument in position
i of the sequence). When the sequence consists of a single
argument and a single label, the output of the scoring function
is taken to be the probability of the label for the argument,
as determined by the argument classifier. For sequences larger
than 1 element, the scoring function decomposes linearly over
argument-label pairs, i.e., the output of the scoring function
is the sum of the outputs of the scoring function for each
argument-label pair (each pair is an argument and a label in
the same position of their respective sequences).

ĉ1:M = argmax
c1:M∈PM

score(S1:M , c1:M )

= argmax
c1:M∈PM

M∑
i=1

score(Si, ci) (2)

subject to T
In Equation 2, M is the number of arguments, P is the set

of argument labels, S1:M is a sequence of arguments, c1:M ∈
PM is a sequence of labels that can be assigned to S1:M , T
is the set of structural and linguistic constraints. ĉ1:M ∈ PM

is the sequence of labels that maximizes the scoring function
while satisfying the constraints.

Let uic = [Si = c] be the indicator variable {0, 1} that
represents whether or not the label c is assigned to Si, and let
pic = score(Si = c). Since each argument can take only one
label, a new constraint t is created as follows:∑

c∈P
uic = 1 ∀i ∈ [1,M ]

All constraints in T must be transformed to inequality
constraints T ′ in terms of the variables pic and uic. For

example, a constraint in T ensures that the label A0 cannot
be assigned to more than one argument in the sequence
of arguments. This constraint can be represented using the
following inequality.

M∑
i=1

uiA0 ≤ 1

Now equation 2 can be written explicitly as an ILP problem
as

argmax
uic∈{0,1}:∀i∈[1,M ],c∈P

M∑
i=1

∑
c∈P

picuic

subject to {t} ∪ T ′.
Due to space limitation, we cannot describe all of the

constraints in T ; please see [13] for details. Note that the for-
mulation here is the L+I formulation discussed in Section II-2.

V. CASE STUDY: INFORMATION FUSION

In this section, we discuss how CCM can be applied to a
specific information fusion task. In the scenario we describe
we focus on a slightly different issue: making accurate pre-
dictions with noisy or incomplete features by leveraging the
declarative knowledge injected through CCM.

Consider the following scenario. A large scale disaster in
a city (e.g., an earthquake) has led to general disarray and
problems in several areas: some locations are under fire; some
have a flooding problem; some places are overwhelmed with
debris; certain traffic routes are clogged or jammed; however,
certain places are unaffected.

Several sources are constantly recording and sending infor-
mation related to this scenario — there are people sharing
related pictures, phone messages, and tweets; GPS systems
and mobile phones are transmitting information regarding
traffic conditions and concentration of people; and finally,
there are several distributed sensor systems sending several
measurements (e.g. temperature) at different locations.

There is a central command center which is responsible
for analyzing these heterogeneous sources of information to
construct an accurate picture of the scenario in real time (i.e.
with very little latency.) Assume that the command center is an
inference center which can analyze the information reaching
it in order to construct an accurate picture of the situation.
However, there is another hindrance involved — the network
is faced with a bottleneck — several routers and network
links have been destroyed and consequently, the network can
send across a very small fraction of the total information
being generated. In this scenario, with several hetereogeneous
information-generating sources only a fraction of which may
be used at a given time-instant, we have to device a system
which makes reasonably accurate predictions regarding the
state of the city at each time step.

In several information fusion tasks similar to the described
disaster scenario, often the following general properties are
observed.

1) Presence of heterogeneous sources of information gen-
erating myriad information at each time step.
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2) Presence of a control center or an inference engine
which is responsible for making predictions regarding
the possible states of several components of the system.

3) Network bottleneck between the information sources and
the inference engine. We assume there exists a very
simple “sampling” engine which can pick a subset of
the information sources available and send it across to
the control center. It does so based on some policy or
instructions by the inference engine or a mixture of
both. This naturally brings up an issue of Quality of
Information (QoI) — QoI is, roughly, a measure for
evaluating a sampling technique in terms of the accuracy
of prediction when prediction is performed based on the
information sampled by the sampling technique.

4) Information is generated at each (discrete) time step and
so are predictions by the inference engine.

Now we describe a formalization of the scenario described
above and show an efficient solution using CCMs.

A. Information Fusion Formulation

In this section, we concertize and formalize the fusion
scenario. Our task is to predict the state of l different locations
in the city at each time step. Let our output space be expressed
as a collection of l output variables y = {y1, . . . , yl} where
yj indicates the state of ith location. For the sake of simplicity,
assume each yj is a binary variable. Our analysis can be easily
extended to the case where each yj is a discrete variable
taking values from a set S which is, for instance, given by S =
{under water, under debris, under fire, jammed, safe}.
For time steps 1, . . . , T , let y1, . . . ,yT be the sets of output
variables.

Note that the real world output space is not arbitrary which
is to say the variables y1, . . . ,yT across time as well as
variables y1, . . . , yl in the same time-step are not independent
of each other. For instance, if a location is under fire at time
step t− 1, it is highly likely that it is under fire at time step
t as well. Similarly, of the three closely locations a, b, and c
with b located between a and c, if a and c are under water then
it is highly likely that b is under water too. In general, at time
step t, yt is related to yt−1 (temporal relations; ignoring the
relation to outputs at time steps earlier than t− 1); moreover,
variables {yt1, . . . , ytl} are interrelated (spatial relations.)

Associated with each location j, assume, for the sake of
simplicty, there are k different fixed information sources (it is
easy to extend our analysis to the case when each location has
a variable number of information sources with the assumption
that the location for sources can be discerned easily.) Let jm
denote the mth information source associated with location
j. Let Itj [m] ∈ <n be the information generated at time t
by jm. These information nuggets could be images of certain
locations, GPS information, tweets with location tags, mobile
phone information etc. Note that, W.L.O.G., we have assumed
that each information nugget resides in an n-dimensional
space. Not all the sources are active at any given instance.
Itj [m] = 0 if jm is inactive at time t where 0 is an n-
dimension vector containing only zeroes. Let |Itj [m]| be the

bandwidth occupied by the information nugget Itj [m]. Let
It = {Itj [m]|j = 1, . . . , l and m = 1, . . . , k} be the total
amount of information generated at time step t. Clearly It

resides in a n × k × l-dimensional space — for l output
variables, we have k information nuggets, each n dimensional.

Let the network layer be modeled as a function N t :
<lkn → <lkn; that is N t is the “sampling” function imple-
mented at the network layer which samples, out of It, some of
the information nuggets — the sources of information which
are not sampled are replaced by 0 and thus the raneg of N t

is <lkn as well. N t(It) is the total amount of information
observed by the control center at time step t which we
explicitly write down as N t(It) = {Bt

j [m]Itj [m] | j =
1 . . . l and m = 1, . . . , k} ∈ <nkl where Bt

j [m] is a binary
variable indicating whether or not jm is sampled at time step
t. Of the total information reaching the control center at time
t, let N t

j (I
t) ∈ <nk be the information which pertains to just

the location j i.e. N t
j (I

t) = {Bt
j [m]Itj [m]|m = 1, . . . , k}.

The total bandwidth occupied by the sampled information at
time t is

∑l
j=1

∑k
m=1B

t
j [m]|Itj [m]|. Assuming the bandwidth

is limited by U , Bt
j [m] must obey the constraint

l∑
j=1

k∑
m=1

Bt
j [m]|Itj [m] ≤ U .

The control center observes the information reaching it at
time t i.e. N t(It) and tries to predict the state of locations
1, . . . , l. Thus, naturally the control center is modeled as a
prediction function F t : <nlk → {0, 1}l such that ŷt =
{ŷt1, . . . , ŷtl} = F t(N t(It)) ∈ {0, 1}l is the prediction made
by the control center at time t. Now we show how we leverage
CCM to efficiently formulate the prediction function F t. We
also discuss how the function N t can be devised.

Application of CCM to Fusion: Let us assume that the
information reaching the control center gets processed to
produce features which are then used for predicting the output
variables. For instance, images get converted into several
image processing features, text gets converted into text features
like bigrams, GPS information gets converted into usable
location coordinates, etc. Let φ be a feature function such that
φ(N t

j (I
t)) represent the features extracted at time t, pertaining

to location j. Note that we have assumed that we are extracting
separate features for each location.

Now we present a straightforward way of modeling F t

using CCM. The prediction at time t is given by

ŷt = {ŷt1, . . . , ŷtl} = F t(N t(It);w)

= argmax
y∈{0,1}l

( l∑
j=1

yjwj · φ(N t
j (I

t))−
∑
i

µi(y)−
∑
i

λti(y)
)

(3)

where F t is parameterized by fixed “weight” parameters
w = {w1, . . . , wl}, µi are spatial soft-constraints or penalties
which enforce coherence within different elements of y, and
λti are time-varying penalties to enforce penalties of temporal
coherence. Note that each wi can be a vector of weights as
is the case in standard linear models in machine learning.
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1, . . . , l Locations
y1, . . . , yl ∈ {0, 1}l Output variables for all locations

j1, . . . , jk Information sources for location j
Itj [m] ∈ <n Information generated by source jm at time t

It = {Itj [m]|j = 1, . . . , l and m = 1, . . . , k} total information generated at time t
Nt : <lnk → <lnk Sampling function at network layer
Nt(It) ∈ <lnk total information observed by control center at time t
Nt

j (I
t) ∈ <nk information available to control center for location j sampled at time t

F t : <lnk → {0, 1}l prediction function at the control center
yt = {yt1, . . . , ytl} = F t(Nt(It))) predictions for all locations at time t

φ(Nt
j (I

t)) features extracted for location j at time t
wj weight vector corresponding to location j
µi spatial coherence constraints
λti temporal coherence constraints

Table I
TABLE EXPLAINING THE SEMANTICS OF OUR FUSION FORMULATION.

The first term in (3) is the scoring term which is based
on the learned weights w whereas the last two terms are
penalty terms which enforce spatial and temporal coherence
by penalizing incoherent outputs. For instance, µi can be one
if two very nearby locations are predicted to have different
states, otherwise zero; λtj can be one if yj is not the same as
ytj , otherwise zero. The intuition behind this formulation is that
the output variables will take values based on the information
sampled; however when the sampled information does not give
a strong evidence for a particular location, µ and λt would help
in creating a coherent picture based on the “nearby” output
variables (“near” based on space and time.) In other words,
for the given instantiations of mu and λ, these constraints
will enforce a uniform state across space and time unless the
incoming information causes the states to flip. Overall, CCM
provides a technique for improving the quality of information
of this scenario by being “thrifty” in terms of information
required. Concrete formulation for these constraints can be
created similar to the SRL example in Sec. IV.

Thus CCM provides a seamless way of combining the
learned parameters w with our domain knowledge of the
natural spatial and temporal structure of our problem expressed
via. µi and λi. By doing so, we rule out (or demote) several
incoherent outputs and thus even with limited information
available in each round, we can expect to make predictions
with high accuracy. Table I provides a concise description of
all the variables we use in our formalism.

B. Computational Challenges

In this section, we describe — in the context of CCM —
several challenges that abound the information fusion task.
For the earlier part of this section, we focus on sampling
i.e. modeling of the function N t and assume that the weight
parameters in the prediction function are fixed and have
beed learned beforehand. We shall comment on the learning
problem later in the section.

1) Sampling: We present the following different scenarios
to elicit the challenges involved in sampling

1) In the trivial case when there is no information bottle-
neck and all the output variables are (spatially) inde-

pendent, the sampling layer is the identity function and
prediction is performed independently.

2) Consider the case when there is no information bottle-
neck but the output variables are (spatially) correlated.
The sampling layer is identity in this case as well,
but prediction is performed on all the variables using
the coherence constraints. This is a standard structured
prediction problem similar to the SRL example.

3) Consider the case when the output variables are indepen-
dent but there is an information bottleneck. Note that as
a simple preprocessing step, in any scenario involving
an information bottleneck, we assume that the network
layer drops packets with redundancies. For example, of
the two very similar images of a building under fire, the
network layer should transmit at most one. Same applies
to text messages with redundant texts and GPS signals
from a lot of cars in the same region.
In this case, while the variables are predicted indepen-
dently, only a limited amount of information for each
variable may be available. In this case, the sampling
for each output variable depends, amongst several other
things, on the rate with which that variable changes.
This problem has been widely addressed in the literature
on sampling. A simple scheme could be to keep all
the packets which have arrived in a few recent time-
steps and randomly sample packets from the collection
based on a distribution over the packets. The distribution
can simply depend on the latency faced by each packet
(the packets which have waited longer having higher
probability of transmission to avoid starvation) and
the required sampling rate for the location related to
the packet (higher sampling rate for location changing
its state rapidly.) Since the prediction for all output
variables are independent of each other, our sampling
scheme can easily ignore the relations between infor-
mation packets in terms of resulting predictions.
In this scenario, to quantify the quality of sampling in
the context of a prediction function at the control center,
we define a notion of sampling regret similar to the
notion of regret used in online learning. Regret of an
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online learning algorithm A, roughly speaking, is the
difference in the accuracy of the best performing hy-
pothesis which sees all the data together (batch learning)
and the accuracy of A which sees one data point at a
time. We define sampling regret (not to be confused with
sample regret) as follows:
Definition 1: Sampling regret: The sampling regret of
a sampling scheme S obeying certain restrictions R (e.g.
information bottleneck restrictions) with a prediction
problem P is defined as the difference in the error of
the prediction of S and the error of the prediction of the
best possible sampling scheme also obeying restrictions
R. Formally, let E(P, S) be the (expected) error when
the information is sampled according to a sampling
scheme S and is provided a prediction engine P and let
SR be the space of all sampling schemes which obey
restrictions R. Then sampling regret of a scheme S is
defined as

S-R(S) = E(P, S)− min
S′∈SR

(E(P, S′)) .

We propose sampling regret as a measure to judge the
Quality of Information. Note that we can also extend
sampling regret to mean the loss when compared with
the best performing hypothesis without any information
bottleneck.

4) The last setting involves the general scenario we dis-
cussed — the output variables are correlated and only
a limited amount of information can be sampled. The
sampling scheme N t in this case can take advantage
of the relatedness of the output variables in the form
of constraints. For instance, a sophisticated sampling
scheme, should reduce sampling for those output vari-
ables which are determined with a high confidence by
related output variables. A theoretically well motivated
and efficient sampling scheme in this context is the
major open question we pose in this paper. Obviously
the notion of sampling regret applies to this case as
well. The sampling regret in this case can be defined
in the context of CCMs where the prediction function
also incorporates coherence constraints into account.

2) Learning Coupled with Sampling: Having described
issues related to sampling in several scenarios, we now touch
upon learning. As the simplest approximation, the weights can
be learned independently and in the absence of information
bottleneck thus bringing the focus solely on sampling. This
is similar to the L+I style described for training CCM. Now,
we describe more general techniques for learning the weight
parameters.

In its full generality, the fusion scenario is an online
structured prediction problem with an active learning-like
component. Active learning is a style of learning in which
the learners gets to choose which examples it wants to learn
from. We use CCMs to model the structured prediction part. In
this general case, the learning of weight parameters is coupled
with the sampling procedure and vice versa. This involves

discerning the relationship between uncertainty in a set of
output variables (y) and the set of information sources and
learning the weight parameters based on this relationship and
the sampling scheme (in an online way.)

Our information fusion problem does, however, differ from
standard active learning settings. In typical active learning
scenarios, the learner gets to choose training instances from a
pool of instances whereas in our case the learner doesn’t get
to see the actual instances. It can only send a weak signal to
the network layer to suggest which type of features or sources
should be sampled. Besides, the communication between the
control center and the network layer must occupy very little
bandwidth and may even have to be performed in a distributed
way. This makes our problem more challenging.

3) Relation to Sensor Selection: Last, we observe that
our setting is related to the sensor selection problem which
strives to determine the optimal selection of sensors with
maximum information coverage and minimum network band-
width. However, the information fusion scenario we described
is quite different and harder than general sensor selection as
we delineate. First, in our information fusion setup, the sensing
data (images, text, etc.) is very heterogeneous making the
task of comparing two information nuggets harder. Second,
the notion of optimal selection of sensors is not static in the
fusion case because the importance of sensors keeps shifting as
several events in the city unfold. Last, the fusion of constraints
into our prediction system gives our problem a novel twist as
now the “online sensor selection” (i.e. sampling) we need to
perform will be contingent, amongst several other things, on
the constraints as well. To the best of our knowledge, these
make our setting different than any existing sensor selection
technique.

Overall, we wish to point out the unique connection this
setting offers between machine learning and sampling theory.
The aforementioned fusion scenario has obvious connections
to sampling theory as the sampling rate of sensors plays an
important role in the accuracy of prediction. While machine
learning techniques have covered a lot of ground in active
learning and reinforcement learning, the connection between
learning and sampling theory has largely remain untouched.
We believe that the fusion scenario can serve as a fertile
ground for establishing connections between the two.

VI. CONCLUSION

In this paper, we summarized and provided a unified view
of CCM: a framework aimed at facilitating decision making
with respect to multiple interdependent variables the values
of which are determined by learned probabilistic models.
CCM augments probabilistic models with declarative con-
straints as a way to support decisions in an expressive out-
put space while maintaining modularity and tractability of
training. Importantly, this framework provides a principled
way to incorporate expressive background knowledge into
the decision process, possibly, knowledge available only at
decision time, without unnecessarily modifying the model. It
also provides a way to combine conditional models, learned
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independently in different situations, along with declarative
information to support coherent global decisions. We believe
that the use of the modeling language developed for CCMs,
which facilitates programming systems that use conditional
models with declarative constraints [15] will allow researchers
and application designers to further study this framework.

We have described several very successful applications of
this framework in the NLP domain, and discussed some im-
portant issues that pertain to training and testing these models.
We presented an application which involves fusing several
information sources to predict interdependent variables while
facing information bottleneck. We formalized this problem and
showed how this problem can be formulated using CCMs.
We also presented several salient aspects associated with our
information fusion problem and discussed issues pertaining to
sampling and prediction. We argued how this problem presents
interesting challeneges for both machine learning and sensor
networks communities.
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